
01 Design inputs

GPUs in cluster 1,024 Topology pattern Rail-optimized (8 rails)

GPUs per server 8 · 128 servers Subscription 1:1 non-blocking

Fabric NIC per GPU 1 × 800G Switch silicon Broadcom Tomahawk 5 · 51.2T

02 Fabric topology

SPINE ×16 Spine-1 Spine Spine-16

LEAF ×32 Leaf-1 Leaf Leaf Leaf-32

GPU SVRS svr 1 to 4 . . . . . . svr 125 to 128

Schematic. Each of the 32 leaves rail-homes its GPU NICs and connects to all 16 spines. Rail-optimized is a wiring and locality discipline on a 1:1 non-blocking fabric, not a spine-count
reduction.

03 Switch count

32
LEAF SWITCHES

16
SPINE SWITCHES

48
TOTAL SWITCHES

2,048
POD CEILING (GPUS)

Single two-tier pod. Above the 2,048-GPU pod ceiling at this radix, the design becomes a three-tier Clos with a super-spine tier. Reference-design ceiling from Clos radix math, not a measured
figure.

Planning estimate only. Quantities and counts are for network planning. This is not a bill of materials, quote, cost estimate, or performance guarantee. Actual
designs depend on rail optimization, NIC count, cabling, and failure-domain choices.
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1,024-GPU Rail-Optimized Ethernet Fabric
A non-blocking, two-tier leaf-spine RoCEv2 fabric on OcNOS-DC and Broadcom Tomahawk 5, sized to your inputs.
Network design only; not a bill of materials, quote, or performance guarantee.



04 Component summary (quantities only, not a bill of materials)

Component Basis Quantity

GPU-facing links 1,024 GPUs × 1 NIC 1,024

Leaf to spine fabric links 32 leaves × 32 uplinks 1,024

Fabric transceivers links × 2 ends 2,048

Fabric cables 1 per link 1,024

Breakout factor 800G leaf equals 800G spine 1× (none)

Media by reach (choose per your cabling): up to 3 m DAC/AEC · up to 50 to 100 m AOC/SR · up to 500 m DR (workhorse) · up to 2 km FR. Counts and reach classes only. No pricing, SKUs, or
vendor part numbers.

05 Recommended RoCEv2 lossless profile ADVISORY

Advisory starting point, not pushed to any device. Validate against your platforms and workload with an IP Infusion engineer. Confirm each mechanism in the OcNOS Feature Matrix.
RoCEv2 and DCQCN are composed from PFC, ECN and ETS.

06 Matching OcNOS-DC platforms (HCL)

AIS800-64D
Edgecore · Tomahawk 5
64 × 800G · 51.2T

S9321-64E
UfiSpace · Tomahawk 5
64 × 800G · 51.2T

S9321-64EO
UfiSpace · Tomahawk 5
64 × 800G + ZR+ · 51.2T

Every leaf and spine runs a single OcNOS-DC image: one operating system, one support contract, on open Broadcom hardware. See the full platform list on the OcNOS Hardware
Compatibility List.

Validate this design against your platforms
Have an IP Infusion engineer review your fabric, feature support, and migration path.

Contact us →

Lossless RoCEv2 built from PFC + ECN + ETS, applied consistently end to end on every leaf and spine.▪

ECN / DCQCN as the primary steady-state congestion control; tune the ECN marking threshold below the PFC threshold so ECN engages first.▪

PFC on the RoCE priority as the sub-microsecond last-resort backstop against microbursts.▪

PFC-deadlock watchdog to detect and drain paused-queue cycles during re-convergence OCNOS 7.0▪

Dynamic Load Balancing (DLB) to keep multipath utilization high on the Clos fabric.▪

Broadcom and Tomahawk are trademarks of Broadcom Inc.; other names are trademarks of their respective owners. GPU counts are reference-design ceilings from
Clos radix math, not measured or validated performance figures. © 2026 IP Infusion Inc.

IP Infusion · Page 2 / 2

https://www.ipinfusion.com/resources/ocnos-feature-matrix/
https://www.ipinfusion.com/resources/ocnos-hardware-compatibility-list/
https://www.ipinfusion.com/resources/ocnos-hardware-compatibility-list/
https://www.ipinfusion.com/contact-us/

